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Speech intelligibility was measured for sentences presented in spectrally matched steady noise,
single-talker interference, or speech-modulated noise. The stimuli were unfiltered or were low-pass
(LP) (1200 Hz cutoff) or high-pass (HP) (1500 Hz cutoff) filtered. The cutoff frequencies were
selected to produce equal performance in both LP and HP conditions in steady noise and to limit
access to the temporal fine structure of resolved harmonics in the HP conditions. Masking release,
or the improvement in performance between the steady noise and single-talker interference, was
substantial with no filtering. Under LP and HP filtering, masking release was roughly equal but was
much less than in unfiltered conditions. When the average F0 of the interferer was shifted lower than
that of the target, similar increases in masking release were observed under LP and HP filtering.
Similar LP and HP results were also obtained for the speech-modulated-noise masker. The findings
are not consistent with the idea that pitch conveyed by the temporal fine structure of low-order
harmonics plays a crucial role in masking release. Instead, any reduction in speech redundancy, or
manipulation that increases the target-to-masker ratio necessary for intelligibility to beyond around

0 dB, may result in reduced masking release. © 2009 Acoustical Society of America.
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I. INTRODUCTION

A common complaint of hearing-impaired listeners and
cochlear-implant users relates to their difficulty in under-
standing speech in complex acoustic backgrounds. One illus-
tration of this problem comes from studies that compare
speech intelligibility in steady noise with intelligibility in
spectrally and/or temporally fluctuating maskers. Speech in-
telligibility, as measured in normal-hearing listeners, im-
proves dramatically when temporal fluctuations are intro-
duced into a noise masker, or when the noise masker is
replaced by a single-talker interferer with the same long-term
power spectrum (e.g., Miller and Licklider, 1950; Festen and
Plomp, 1990). This “masking release” has been ascribed to
normal-hearing listeners’ ability to “listen in the valleys,”
making use of favorable target-to-masker ratios (TMRs) in
brief (or narrowband) low-energy temporal (or spectral) ep-
ochs in the masker. In contrast, hearing-impaired listeners
typically show much less release from masking when the
masker is changed from steady noise to a fluctuating noise or
single-talker interferer (e.g., Festen and Plomp, 1990; Peters
et al., 1998), and cochlear-implant users have been found to
show either no masking release, or even an increase in mask-
ing, under similar conditions (Nelson et al., 2003; Stickney
et al., 2004). For hearing-impaired listeners, the lack of
masking release has traditionally been explained in terms of
a putative loss of temporal and spectral resolution, limiting
their ability to make use of brief or narrowband dips in
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masker energy. Similarly, for cochlear-implant users, at least
some of the deficit may be due to severely reduced spectral
resolution.

More recently, a number of studies have suggested that
deficits in fundamental frequency (F0) coding and pitch per-
ception may also be a possible cause for the lack of masking
release in listeners with hearing impairment (Summers and
Leek, 1998) or cochlear implants (Nelson and Jin, 2004;
Stickney et al., 2004). In contrast to explanations based on a
loss of spectral or temporal resolution, a reduction in mask-
ing release due to reduced pitch salience does not necessarily
imply that the target was masked by the interferer in the
traditional sense. Instead, it suggests that the cues necessary
to distinguish the target from the interferer were not suffi-
ciently salient for successful perceptual segregation to occur.
The failure to distinguish and segregate a target from an
interferer could result in the masker fluctuations being con-
fused for those of the target, thus actually producing more
(rather than less) masking. This phenomenon has been re-
ferred to as a form of “informational masking,” rather than
the more traditional “energetic masking” that is believed to
dominate for a steady-noise masker (e.g., Brungart, 2001). In
cases where the interferer is speech, temporal fine-structure
cues may help to distinguish between the different FOs, or
FO trajectories, of the target and the interferer (Brokx and
Nooteboom, 1982; Bird and Darwin, 1998; Assmann, 1999;
Stickney et al., 2007). In cases where the interferer is a
modulated noise, the fact that parts of the speech are voiced
may be sufficient to produce some segregation between the
speech and the noise (Qin and Oxenham, 2003; Lorenzi et
al., 2006).

In normal hearing, pitch information appears to be con-
veyed primarily by the temporal fine structure of the lower-
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order harmonics, which are thought to be resolved in the
peripheral auditory system. The ability of listeners to dis-
criminate small differences in FO is considerably better for
low-order harmonics than high-order (unresolved) harmonics
(Houtsma and Smurzynski, 1990; Shackleton and Carlyon,
1994; Bernstein and Oxenham, 2003), and when F0 informa-
tion from low-order harmonics conflicts with that from high-
order harmonics, the low-order harmonics usually dominate
the percept, both for isolated harmonic complex tones
(Plomp, 1967; Micheyl and Oxenham, 2007) and for speech
(Bird and Darwin, 1998). In fact, studies using harmonic
tone complexes consisting only of high-order unresolved
harmonics suggest that listeners are not capable of extracting
the pitches of two complexes presented simultaneously in the
same spectral region (Carlyon, 1996; Micheyl et al., 2006).

Hearing-impaired listeners typically have less access to
resolved harmonics, due in part to abnormally broad auditory
filters and, in many cases, poorer coding of single pure tones
(e.g., Bernstein and Oxenham, 2006). It has also been
claimed that hearing-impaired listeners may have a reduced
ability to process temporal fine-structure information
(Lorenzi et al., 2006), although it is difficult to separate this
from the effects of poorer frequency selectivity. Whatever
the underlying mechanisms, Lorenzi et al. (2006) showed
that poorer temporal fine-structure processing seems to cor-
relate negatively with masking release when comparing
speech reception in steady noise with that in fluctuating
noise.

The coding schemes used in cochlear implants do not
typically convey temporal fine-structure information in the
waveforms of each electrode, and the spectral representation
is too coarse to provide temporal fine structure in terms of
place of excitation of individual harmonics. Thus, if the ac-
curacy of pitch coding plays a major role in masking release,
one reason why both hearing-impaired listeners and
cochlear-implant users show severely reduced amounts of
masking release may be the reduced pitch salience experi-
enced by them, which is induced by reduced or no access to
the temporal fine structure associated with low-order re-
solved harmonics.

Given the proposed link between pitch salience and tem-
poral fine structure on the one hand, and masking release on
the other, an obvious prediction is that normal-hearing listen-
ers should show reduced masking release if pitch salience
and temporal fine-structure cues are disrupted in some way.
Recent studies using acoustic simulations of cochlear-
implant processing in normal-hearing listeners seem to sup-
port this prediction (e.g., Nelson et al., 2003; Qin and Oxen-
ham, 2003, 2006; Gnansia et al., 2008; Hopkins et al., 2008).
For instance, Qin and Oxenham (2003) measured speech in-
telligibility in various types of interferers with the stimuli
processed through noise-excited envelope vocoders that re-
duce spectral resolution (depending on the number of fre-
quency channels) and replace the original temporal fine
structure with a noise carrier. They found no release from
masking (and even a slight increase in masking) when a
steady noise was replaced by a single talker (male or female)
interferer, even with the relatively good spectral resolution
afforded by 24-channel simulations. Less masking release
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was also observed for a noise masker that was modulated
with the temporal envelope of speech. Nevertheless, vocoder
simulations distort the signal in other ways than simply re-
ducing access to the original temporal fine structure; they
also reduce spectral resolution somewhat (even in the 24-
channel case) and, for noise-excited vocoders, introduce spu-
rious envelope fluctuations that may also affect
performance (Whitmal et al., 2007). More recent studies
(Gnansia et al., 2008; Hopkins et al., 2008) have used even
more channels (32 in the case of Gnansia er al., 2008) and
tonal carriers, and have still found reduced masking release.
However, even here, it is difficult to rule out the role of
potential temporal envelope distortions due, for instance, to
beating between neighboring carriers.

The present study provides a more direct test of the hy-
pothesis that the pitch information provided by the temporal
fine structure of low-order resolved harmonics is important
for masking release. Sentences were presented in steady or
fluctuating backgrounds in unfiltered, low-pass-(LP), or
high-pass-(HP) filtered conditions. The rationale was that HP
filtering the stimuli should eliminate the low-order harmon-
ics necessary for accurate pitch perception, while LP filtering
the stimuli should retain these low-order harmonics. Thus, if
low-order resolved harmonics are necessary for masking re-
lease, then masking release should be observed in the LP-
filtered condition, while little or no masking release should
be observed in the HP-filtered condition. Experiment 1 tests
this hypothesis by comparing speech intelligibility in steady
noise with that in the presence of a single-talker interferer in
broadband (BB), LP-filtered, and HP-filtered conditions. Ex-
periment 2 increases the pitch differences between the target
and interfering speech by artificially shifting the pitch con-
tour of the interferer to lower FOs. Experiment 3 tests
whether temporal fine structure is important for situations in
which the masker is a temporally fluctuating noise, as sug-
gested by some previous studies (Qin and Oxenham, 2003;
Lorenzi et al., 2006).

Il. EXPERIMENT 1: INTELLIGIBILITY IN STEADY
NOISE AND SINGLE-TALKER MASKERS

A. Methods
1. Stimuli

The target sentences were Hearing in Noise Test (HINT)
sentence lists (Nilsson et al., 1994), spoken by a male talker.
The average FO of these HINT sentences is approximately
110 Hz, with an average within-sentence standard deviation
of 24 Hz. Speech-shaped noise maskers consisted of BB
Gaussian noise that was filtered to match the long-term
power spectrum of the HINT sentences. Competing-talker
maskers were created using recordings of a subset of IEEE
sentences (IEEE, 1969), also produced by a male. These sen-
tences were also spectrally shaped to match the long-term
power spectrum of the HINT sentences. The sentences were
concatenated and then broken into 4-s blocks to be used as
maskers, without regard to the beginnings of sentences. In
other words, a 4-s block could start in the middle of a sen-
tence. The gaps that occurred between concatenated sen-
tences occurred anywhere within each 4-s block, and had an
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average duration of 135 ms (with gaps defined as contiguous
periods during which the level remained at least 35 dB be-
low the long-term rms level of the speech). The average FO
of the competing-talker masker was approximately 106 Hz,
with an average within-sentence standard deviation of 28 Hz.

The target sentences and maskers were added together at
the appropriate TMR for a given condition before further
filtering. The filtered stimuli were created by either LP or HP
filtering the combined target and masker using a fourth-order
Butterworth filter. The LP condition involved stimuli that
were LP filtered with a cutoff frequency of 1200 Hz; the HP
condition used a cutoff frequency of 1500 Hz. These particu-
lar cutoff frequencies were chosen in an attempt to equate
overall performance in the speech-shaped steady-noise con-
ditions, based on the results from a pilot study. A comple-
mentary off-frequency noise was subsequently added to the
HP- and LP-filtered stimuli. The noise had the same long-
term spectrum (before filtering) as the HINT target speech,
and its unfiltered level was set to be 12 dB below the level of
the unfiltered target speech. In the LP condition, the comple-
mentary noise was HP filtered at 1200 Hz; in the HP condi-
tion, the complementary noise was LP filtered at 1500 Hz
(also using fourth-order Butterworth filters). The purpose of
the complementary noise was to limit the possibility for “off-
frequency listening” to information in the slopes of the fil-
ters, and to mask any low-frequency distortion products that
might be generated by the speech in the HP-filtered condi-
tions.

In all trials, the speech or noise masker and the comple-
mentary noise (when present) had a total duration of 4 s,
gated on and off with 5-ms ramps. The target sentences
ranged in duration from 1.17 to 2.46 s, and began 750 ms
after the beginning of the masker.

2. Subjects

Twenty-four subjects (18 female) participated in this ex-
periment. None had previously listened to HINT sentences.
The subjects all reported normal hearing, and had audiomet-
ric thresholds of 20 dB HL or less at octave frequencies be-
tween 250 and 8000 Hz. Their ages ranged from 19 to 55,
with a mean age of 25.3. Subjects were paid for their partici-
pation.

3. Procedure

Three groups of eight subjects each were tested using
one of the three filter conditions (unfiltered, HP filtered, and
LP filtered). Subjects were told that they would hear dis-
torted sentences in a noisy background and they were in-
structed to type what they heard via a computer keyboard. It
was explained that some of the utterances would be hard to
understand, and that they should make their best guess at as
many words as possible.

Approximately 1 h of practice was provided before test-
ing. Practice target sentences were taken from 12 lists of
sentences from the IEEE/TIMIT corpus (IEEE, 1969). These
sentences were produced by a different talker from that used
to create the maskers. Subjects heard half the sentences in a
background of speech-shaped noise, and the other half in a
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FIG. 1. Proportion of words correctly reported from HINT sentence lists as
a function of TMR. Open symbols represent performance in the presence of
a single-talker interferer and filled symbols represent performance in the
presence of a steady-noise interferer. The square symbols in this and all
other figures represent unfiltered conditions. Error bars represent =1 stan-
dard error of the mean across subjects.

competing-talker background, at several TMRs in BB, LP,
and HP conditions. After each practice sentence, listeners
were prompted to type what they had heard via a computer
keyboard. Feedback was then provided by displaying the
sentence text on the computer monitor. Listeners had the
option to repeat the sentence as often as they wished before
moving on to the next sentence.

In the actual experiment, the stimuli were presented at
six different TMRs for each masker type (speech-shaped
noise, competing talker), resulting in 12 conditions. Two
lists, each comprising ten HINT target sentences, were pre-
sented for each condition, resulting in a total of 24 lists of
HINT sentences in the experiment. No target sentence was
presented more than once to any subject. Each condition was
presented once before any was repeated. The order of pre-
sentation was counterbalanced across subjects for the masker
type, and always progressed from highest (easiest) to lowest
(hardest) TMR. No feedback was given during the actual
experiment, which took approximately 1 h and immediately
followed the practice session.

For both the practice and the actual experiment, the
stimuli were presented diotically at an overall level of 70 dB
SPL (after processing) in each ear over Sennheiser HD580
headphones. The stimuli were played out via a Lynx22
(LynxStudio) sound card at 16 bit resolution with a sampling
rate of 22.05 kHz. After the session, the listeners’ responses
were scored offline. All words except for “a” and “the” were
counted, and the percentage of correct words in each condi-
tion was calculated. Obvious misspellings were counted as
correct.

B. Results and discussion

The mean results from the unfiltered conditions are
shown in Fig. 1, with proportion of words correctly reported
plotted as a function of TMR. Error bars represent =1 stan-
dard error across the eight subjects. The raw percent-correct
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FIG. 2. Proportion of words correctly reported from HINT sentence lists as a function of target-to-masker ratio. Upward- and downward-pointing triangles
represent HP and LP conditions, respectively. The left panel shows results in steady noise (filled symbols); the center and right panels compare those results
with performance in a single-talker interferer (open symbols) in LP and HP conditions, respectively. Error bars represent *+ 1 standard error of the mean across

subjects.

scores are shown; however, for the purposes of statistical
analyses, the data were subjected to an arcsine transform.
Filled symbols denote performance in steady-noise and open
symbols denote performance in the single-talker background.
As has been shown in many previous studies (e.g., Duques-
noy, 1983; Festen and Plomp, 1990; Peters er al., 1998; Sum-
mers and Molis, 2004), a single-talker interferer produces
considerably less masking than a steady noise with the same
overall level and long-term spectrum. The amount of mask-
ing release can be quantified in various ways. One way is to
consider the increase in proportion of words correctly re-
ported at a given TMR (Takahashi and Bacon, 1992; Jin and
Nelson, 2006). Quantified in this way, masking release was
about 80 percentage points at a TMR of —12 dB, 50 percent-
age points at a TMR of —6 dB, and no masking release (or a
“negative release” of 5 percentage points) at 0 dB TMR,
perhaps because of ceiling effects. Another way to quantify
masking release is to determine the change in TMR neces-
sary to obtain 50% of words correct; this TMR is known as
the speech reception threshold (SRT) (e.g., Qin and Oxen-
ham, 2003)." The SRTs were estimated from our data by
fitting a logistic function to the individual data from all
TMRs, and determining the TMR at which the fitted func-
tions crossed the 50% line. The logistic functions were fitted
using maximum likelihood with an assumed binomial distri-
bution. The SRTs, averaged across the SRTs from logistic fits
to the data from individual subjects, were —5.6 and —19.5 dB
for the steady-state noise and single-talker interferer, respec-
tively, resulting in an average masking release of around
14 dB.

The left panel of Fig. 2 shows the results from the LP
and HP-filtered conditions in a steady-noise background. The
similarity of the two curves indicates that we were successful
in selecting LP and HP filter cutoffs that produced roughly
equal performance in steady noise for the two conditions. A
mixed-model analysis of variance (ANOVA) on the arcsine
transformed data confirmed a significant effect of TMR
(Fs5.70=241.0, p<0.0001) but no effect of filter type (F; 4
=1.39, p=0.26).2 The interaction between filter type and
TMR was significant (F570=3.84, p=0.01), presumably due
to the downturn in performance at the highest TMR in the LP
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condition. The middle panel of Fig. 2 replots the LP results
from the left panel and compares them to the LP results using
a competing-talker interferer. Some masking release is
present, at least at negative TMRs, but it is considerably less
than that found in the unfiltered conditions. The right panel
shows the same comparison of steady noise and single-talker
interferer, but for the HP-filtered conditions. Again, the
amount of masking release is greatly reduced, relative to the
unfiltered conditions, but is similar to that found in the LP
filtered conditions. The similarity of the HP and LP-filtered
conditions was confirmed by a mixed-model ANOVA com-
paring the HP- and LP-filtered single-talker conditions, with
TMR as a within-subject variable and filter condition as a
between-subject variable. As expected, there was a signifi-
cant effect of TMR (F’570=263.8, p<<0.0001) but no main
effect of filter type (F; 1,<1, n.s.).

Overall, the amount of masking release was small in
both filtered conditions. In the LP condition, a within-subject
ANOVA, using only TMRs that were measured in both the
single-talker and steady-noise maskers, revealed no main ef-
fect of masker type (F;;<1, n.s.), but a significant interac-
tion between masker type and TMR (F,4,=39.14, p
<0.0001). In the HP condition, the main effect of masker
type failed to reach significance (F|,=3.97, p=0.086), but
the interaction between TMR and masker type was signifi-
cant (F,4=13.51, p=0.0006). In both HP and LP condi-
tions, it appears that masking release is present only at nega-
tive TMRs, and is effectively absent, or even reversed, at
TMRs of 0 and +6 dB.

The SRTs for the LP and HP conditions were obtained
by averaging the SRTs from logistic fits to the individual
data. In the LP condition, the SRT was —0.5 dB in the steady
noise and —3.7 dB in the single-talker masker, resulting in an
overall masking release of only 3.2 dB. The SRT for the LP
single-talker masker, as estimated using a logistic function
does not match the “visual” SRT well (estimated by where
the interpolated data points in Fig. 2 cross the 50% line),
mainly because the logistic function cannot capture the ap-
parent dip in performance at a TMR of 0 dB. This dip was
not found in the HP-filtered conditions, where the estimated
SRTs for the steady noise (—0.7 dB) and the single talker
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(-3.9 dB) agree better with visual inspection of the data in
Fig. 2, to again produce an estimated masking release of
3.2 dB.

In summary, masking release was similar in both the LP
and HP conditions and was reduced relative to the unfiltered
conditions. The results suggest that masking release in
normal-hearing listeners can be severely reduced simply by
limiting the available frequency spectrum, without any fur-
ther degradation. The results are not consistent with our ini-
tial prediction that the LP-filtered condition should result in
greater masking release than that observed in the HP-filtered
conditions, because of the presence of low-order resolved
harmonics in the LP, but not in the HP, condition.

There are a number of possible reasons for the failure of
the results to match predictions. One possible explanation is
that the HP filter cutoff was not set high enough, and that
some resolved harmonics were present in that condition. To
test for this, we carried out an FO discrimination experiment
using complex tones with the same long-term spectral enve-
lope as that of the target speech. As described in the Appen-
dix, we found very pronounced differences between the LP-
and HP-filtered conditions, with large (poor) FO difference
limens (DLs) and strong phase dependencies in the HP con-
ditions, as expected from unresolved harmonics, and small
(good) FO DLs and no phase dependence in the LP condi-
tions, as expected from resolved harmonics. Thus, it seems
that the filters used in this experiment were successful at
restricting the stimuli in the HP condition to only unresolved
harmonics.

Another possible explanation is that the average FOs of
the target (110 Hz) and interferer (106 Hz) were very similar
in this experiment. It is possible that the pitch differences
were not sufficient to provide a strong segregation cue, and
that other cues that help us to identify different talkers, such
as vocal tract length (Darwin et al., 2003), were sufficient to
provide whatever small masking release was observed in
both LP- and HP-filtered conditions. In fact, the similarity in
average FO between the target and masker may explain the
apparent dip in performance at 0 dB TMR in the LP condi-
tion: it may be that confusion between the target and masker
was greatest when there were no overall level differences
between the two (e.g., Brungart, 2001) and that other cues,
such as vocal tract length, were conveyed better in the HP
than in the LP condition. This idea is tested in experiment 2
by artificially lowering the FO of the interferer, while retain-
ing all other speaker characteristics, such as vocal tract size,
in order to increase the pitch difference between the target
and interferer.

lll. EXPERIMENT 2: INTELLIGIBILITY IN A SINGLE-
TALKER MASKER WITH SHIFTED FO

A. Methods
1. Subjects

Nine subjects (four female) participated in this experi-
ment. None had previously listened to HINT sentences. The
subjects all reported normal hearing and had audiometric
thresholds of 20 dB HL or less at octave frequencies between
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250 and 8000 Hz. Their ages ranged from 19 to 31, with a
mean age of 21.8. Subjects were either paid or given course
credit for their participation.

2. Stimuli and procedure

The stimuli were very similar to those used for the
single-talker condition in experiment 1, with the exception
that the FO of the masker was lowered by four semitones
using PRAAT software (Boersma and Weenink, 2008). The
processed-F0 interferer had an average FO of 85 Hz, with an
average within-sentence standard deviation of 22 Hz, and
was thus quite far removed from the average FO of the target
(110 Hz). As before, the interfering speech was spectrally
shaped to match the long-term spectrum of the target speech.
Subjects heard all the sentences in a single-talker back-
ground, at four different TMRs, and each subject was tested
using all three filter conditions (unfiltered, HP filtered, and
LP filtered). The order of presentation was counterbalanced
across subjects for the filter type and always progressed from
highest (easiest) to lowest (hardest) TMR. As in experiment
1, the LP-filter cutoff was 1200 Hz, the HP-filter cutoff was
1500 Hz, and the complementary off-frequency noise was
presented in each of the filtered conditions. Because the in-
terferer FO was lower than in experiment 1, the harmonics of
the interferer should have been even less resolved than those
of the interferer in experiment 1. As in experiment 1, sub-
jects were provided with approximately 1 h of training with
feedback (on a different sentence corpus) before testing.

B. Results and discussion

The results are shown in Fig. 3, with the data from the
steady-noise masking conditions from experiment 1 replotted
as small symbols for comparison. The left panel shows re-
sults from the unfiltered condition, and the right panel shows
the results from the filtered conditions. In the unfiltered con-
dition, the shift in the interferer FO resulted in about the
same amount of masking release as was found in the original
unfiltered conditions, with a mean estimated SRT of
—18.5 dB (compared with —19.5 dB in the unprocessed con-
dition). In contrast, for both the LP- and HP-filtered stimuli,
more masking release was observed with the shifted-F0
maskers than with the original single-talker maskers. A com-
parison of the shifted and original single-talker conditions
indicated a main effect of FO shift, with improved perfor-
mance using the shifted-FO masker [main effect of shift:
F,5=4.70, p=0.047 (LP) and F; ;5=6.08, p=0.03 (HP)].
As found in experiment 1, LP and HP filtering resulted in
very similar performance overall. A within-subject ANOVA
comparing LP- and HP-filtered conditions with the
shifted-FO interferer confirmed no significant difference be-
tween the two (F 18<1, n.s.), with no significant interaction
between filter condition and TMR (F3 ,=1.809; p=0.173).
Analysis in terms of SRT yielded similar conclusions. The
SRTs, estimated from the logistic fits to the individual data,
were —7.1 and —6.9 dB (resulting in a release from masking
of about 6.6 and 6.2 dB) for the LP and HP conditions, re-
spectively. Interestingly, in this case there was no apparent
difference in performance between the LP and HP conditions
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FIG. 3. Proportion of words cor-
b rectly reported from HINT sentence
lists as a function of TMR in condi-
tions where the FO of the single-
7 talker interferer was shifted down by
four semitones. Results in steady
noise from Figs. 1 and 2 are replotted
as small symbols for comparison.
The left panel shows results from un-
filtered conditions, and the right
7 panel shows results from the LP- and
HP-filtered conditions. Error bars
represent *1 standard error of the

mean across subjects.
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at a TMR of 0 dB, as was observed in experiment 1. It may
be that the confusion in experiment 1 between the target and
masker was greater in the LP than in the HP condition, and
that a greater difference in average FO between the target and
masker reduced the confusion, and hence the difference be-
tween the LP and HP conditions at a 0 dB TMR.

In summary, shifting the FO of the interfering talker in-
creased the amount of masking release in both LP- and HP-
filtered conditions. However, the overall amount of masking
release was still very similar in both conditions. As in experi-
ment 1, the results are not in line with our prediction that the
more salient and accurate pitch conveyed by the lower-order
resolved harmonics should lead to greater masking release in
the LP- than in the HP-filtered conditions.

There are again a number of potential reasons why our
expectations were not met. For instance, it may be a coinci-
dence that the LP and HP conditions in experiments 1 and 2
both produce very similar amounts of masking release. It
should be remembered that the low and high spectral regions
can convey very different forms of speech information, even
if the overall intelligibility is the same (e.g., Northern and
Downs, 2002). In fact, both the LP and HP conditions lack a
considerable portion of the spectrum between 300 and
3500 Hz, which is considered to contain the most important
speech information (French and Steinberg, 1947; Assmann
and Summerfield, 2004). Also, even at an acoustic level, the
strength of masker fluctuations may vary somewhat in differ-
ent frequency regions; for instance, Festen and Plomp (1990)
found that there was typically more speech modulation en-
ergy in high-frequency regions than in low-frequency re-
gions. Thus, it is possible that the greater amount of pitch
information in the low-frequency region may be offset to
some degree by the greater masker modulation depth (and
hence greater scope for masking release) in the high-
frequency region. Nevertheless, it seems clear that the tem-
poral fine-structure information from low-order harmonics in
voiced speech does not play a dominant role in determining
masking release, at least when comparing steady-noise
maskers to single-talker interferers. The aim of the final ex-
periment was to generalize our findings to another condition
for which masking release is often measured, involving
masking by amplitude-modulated noise.
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IV. EXPERIMENT 3: MASKING RELEASE IN SPEECH-
MODULATED NOISE

A. Rationale

Hearing impairment, cochlear implants, and simulations
of cochlear implants using channel vocoders all lead to re-
duced masking release, relative to normal hearing, when
comparing modulated noise with steady-state noise maskers
(e.g., Festen and Plomp, 1990; Bacon et al., 1998; Peters
et al., 1998; Qin and Oxenham, 2003; Nelson and Jin, 2004,
Jin and Nelson, 2006; Rhebergen et al., 2006). Various types
of modulated noise have been used in previous studies, in-
cluding sinusoidally amplitude (or intensity) modulated
noise, square-wave gated noise, and noise that is modulated
by the broadband temporal envelope of speech from a single
talker. As with masking release using single-talker interfer-
ers, it has been proposed that the reduced ability of hearing-
impaired listeners and cochlear-implant users to take advan-
tage of temporal dips in a modulated noise may be related to
reduced access to temporal fine-structure cues (e.g., Qin and
Oxenham, 2003; Lorenzi et al., 2006). The rationale is that
severely reduced (or absent) temporal fine-structure cues
may render it more difficult to distinguish the fluctuations in
the (partially periodic) target speech from those of the noise
masker.

In this experiment, we measured speech intelligibility in
the presence of speech-modulated noise. Because the tempo-
ral envelope of BB speech was used, the modulation energy
was the same in both low- and high-frequency regions. This
enabled us to test whether any differences emerge between
masking release in the LP and HP conditions when the
modulation energy of the masker is the same in both regions.

B. Methods
1. Subjects

Nine subjects (eight female) participated in this experi-
ment. None had previously listened to HINT sentences. The
subjects all reported normal hearing, and had audiometric
thresholds of 20 dB HL® or less at octave frequencies be-
tween 250 and 8000 Hz. Their ages ranged from 19 to 31,
with a mean age of 20.7. Subjects were either paid or given
course credit for their participation.
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FIG. 4. Proportion of words cor-
rectly reported from HINT sentence
lists as a function of TMR. Open
symbols represent results in the pres-
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2. Stimuli and procedure

Modulated-noise maskers were generated based on the
envelopes of the maskers from experiment 1. Envelopes
were obtained by half-wave rectifying and LP filtering the
BB speech stimulus using a sixth-order Butterworth filter
with a cutoff frequency of 50 Hz. The resulting envelopes
were used to modulate a noise that was spectrally shaped to
have the same long-term power spectrum as the target HINT
sentences.

Subjects heard the target HINT sentences in a
modulated-noise background at four different TMRs. As in
the previous experiment, each subject was tested under all
three filter conditions (unfiltered, HP filtered, and LP filtered)
using a LP-filter cutoff of 1200 Hz and a HP-filter cutoff of
1500 Hz, with complementary off-frequency noise in the fil-
tered conditions. The testing session was preceded by a 1 h
training session with feedback, as described in experiment 1.

C. Results and discussion

The results are shown in Fig. 4, with the steady-noise
data from experiment 1 replotted as small symbols for com-
parison. The left panel shows results from the unfiltered con-
dition and the right panel shows results from the filtered
conditions. The unfiltered results showed a significant
amount of masking release, when compared with the speech-
shaped noise condition from experiment 1, at the TMRs that
both conditions had in common (F; ;5=243.53; p<0.0001),
although performance was lower overall than that observed
with the single-talker interferer in experiment 1 (Fj s
=95.93; p<0.0001). The finding of less masking release for
speech-modulated noise than for a single-talker interferer is
consistent with earlier studies (e.g., Peters et al., 1998).

Both the LP and HP conditions showed a significant
amount of masking release when compared with the compa-
rable steady-noise conditions from experiment 1 (LP: F 5
=593, p=0.028; HP: F,5s=16.46, p=0.001). A within-
subject comparison of the low-pass and high-pass conditions
revealed that, contrary to our initial hypothesis, performance
in the HP condition actually exceeded that in the LP condi-
tion overall (F, g=33.17, p<<0.001), although the difference
did not exceed ten percentage points at any TMR. There was
no interaction between TMR and filter condition (F;,4
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across subjects.

=1.10, p=0.37). The mean estimated SRTs were —3.4 and
—5.5 dB in the low-pass and high-pass conditions, respec-
tively.

The fact that the LP condition did not result in more
masking release than the HP condition when the masker
modulation energy was equated across the two regions does
not provide support for the idea that the higher masker
modulation energy in the HP conditions of experiments 1 and
2 counteracted any benefit of temporal fine structure in the
LP conditions. However, the results do not provide strong
evidence against the hypothesis either. This is because there
are many differences between the single-talker interferer of
experiments 1 and 2 and the modulated noise of experiment
3, which make a direct comparison problematic. On one
hand, the acoustic differences between the modulated noise
and the target are much greater than those between the inter-
fering talker and the target. This might imply that the pitch
cues encoded in the temporal fine structure may not be as
necessary when segregating speech from noise, as compared
to segregating speech from speech. In other words, the more
similar acoustics, as well as the intelligibility (Rhebergen
et al., 2005), of a speech masker may produce more infor-
mational masking than a modulated-noise masker, which
may in turn be alleviated more by pitch cues. On the other
hand, a speech interferer has spectral, as well as temporal,
dips, which may enhance the potential amount of masking
release. It is not clear which of these (or other) competing
factors governs the similarities and differences between the
different masker types. Nevertheless, it is clear that our ini-
tial findings of no specific benefit of pitch-related temporal
fine-structure cues in the LP region generalize from single-
talker interferers to temporally modulated noise maskers.

V. GENERAL DISCUSSION
A. Summary of results

Three experiments were carried out to compare word
intelligibility in sentences using steady or fluctuating
maskers under different spectral conditions (unfiltered, LP
filtered, and HP filtered). The cutoff frequencies (LP
1200 Hz; HP 1500 Hz) were selected to produce roughly
equal speech intelligibility for the two filtered conditions in
the presence of steady noise and to minimize the availability
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of peripherally resolved harmonics in the HP condition (see
Appendix). Experiment 1 found a substantial release from
masking in the unfiltered conditions when the steady noise
was replaced by a single-talker interferer. The amount of
masking release was greatly reduced in both the LP and HP
conditions, and no significant differences between the two
filtered conditions were found. Experiment 2 used the same
single-talker masker as was used in experiment 1, but artifi-
cially lowered the FO of the masker to increase the average
FO difference between the target and the masker. Increasing
the average FO difference between the target and masker did
not affect performance in the unfiltered conditions, where the
masking release remained substantial. The increase in FO
difference did increase the release from masking found in the
two filtered conditions, but it did so by the same amount for
both the LP and HP conditions. Experiment 3 measured in-
telligibility in the presence of a noise masker that was tem-
porally modulated with a broadband speech stimulus. The
same speech modulator was used in the unfiltered and in the
LP and HP conditions. As in the previous two experiments,
more masking release was observed (relative to performance
in unmodulated noise) in the unfiltered conditions than in the
LP and HP conditions, which again both produced similar
amounts of masking release; in fact, the amount of masking
release was somewhat greater for the HP than for the LP
condition.

B. Possible interpretations and implications

The results are not consistent with the idea that the pitch
information carried in the temporal fine structure of low-
order resolved harmonics plays a crucial role in masking
release. The results do not therefore seem to support earlier
conjectures that loss of temporal fine-structure and pitch in-
formation may underlie the reduced masking release experi-
enced by hearing-impaired listeners (e.g., Lorenzi et al.,
2006) and cochlear-implant users (e.g., Qin and Oxenham,
2003; Stickney er al., 2004).

One possible interpretation is that any form of band lim-
iting of the stimuli may result not only in poorer perfor-
mance overall but also in a reduction in the advantage that
listeners can take of spectrotemporal fluctuations in a mask-
ing stimulus. It may be that a large proportion of the masking
release observed in BB conditions stems from the inherent
redundancy in the speech signal, and that a reduction in that
redundancy, by band-limiting the stimuli, reduces the scope
for masking release. Loss of redundancy may also explain in
part why hearing-impaired listeners, as well as simulated and
real cochlear-implant users, typically exhibit less (or no)
masking release. It may be, for instance, that impaired fre-
quency resolution is sufficient to reduce redundancy to a
point where little or no masking release is observed.

Another, not mutually exclusive, possibility is that
masking release can only occur at relatively low TMRs. It is
noteworthy that in all our conditions (filtered and unfiltered),
masking release was only observed at TMRs of 0 dB or less.
In the unfiltered conditions, the interpretation is made diffi-
cult by the fact that performance was near ceiling at 0 dB
TMR. However, even in these conditions there is some hint
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of a “crossover” around 0 dB TMR, as is more clearly ob-
served in the filtered conditions, where the single-talker in-
terferer actually becomes a more effective masker than the
steady noise at high TMRs. As suggested by Kwon and
Turner (2001), masker fluctuations can in principle hinder as
well as help performance, by introducing spurious fluctua-
tions into the target. In cases where the TMR is positive,
where there is little scope for confusion between the target
and the masker, it may be that the detrimental effects of
spurious masker fluctuations outweigh any benefit of dips in
the masker energy. A potentially related finding was recently
reported by Freyman et al. (2008) in the domain of spatially
induced (as opposed to FO-induced) masking release. Using
noise-excited envelope-vocoded stimuli, they found that per-
ceived spatial separation between target speech and interfer-
ing speech only improved performance when TMRs were
negative. For tasks that involved highly positive TMRs, no
benefit of perceived spatial separation was found.

Interestingly, it appears that pitch does play some role in
masking release: when the FO of the masker was shifted
away from that of the target, masking release increased in
both the LP and HP conditions. However, the improvement
due to the pitch difference was the same in both conditions.
This suggests that although the pitch of unresolved high-
order harmonics is weaker than that for low-order harmonics,
it is still sufficient for source segregation in dynamic situa-
tions, such as speech, where the moment-by-moment FO dif-
ferences between the sources are typically much larger than
the FO DL.

The conclusion that the pitch from unresolved harmon-
ics may be sufficient for speech segregation, at least in cer-
tain circumstances, is consistent with basic psychoacoustic
studies of stream segregation using only unresolved harmon-
ics (Vliegen et al., 1999; Vliegen and Oxenham, 1999).
However, it seems at odds with the conclusions of Deeks and
Carlyon (2004) and Qin and Oxenham (2005). Both these
studies used different forms of envelope vocoders to study
the role of pitch perception in speech segregation. Deeks and
Carlyon (2004) used six-band envelope vocoders, excited by
pulse trains with different FOs (or rates). They found no ben-
efit of presenting the masker and target speech on different
FOs in separate channels. However, their stimuli were much
more impoverished than those used here: only three broad
frequency bands were available for the target. Although this
may be a realistic scenario for cochlear-implant users, it is
not possible to conclude that it was simply the lack of re-
solved harmonics that led to poor performance and no benefit
of FO differences. Qin and Oxenham (2005) found that the
poorer FO discrimination produced by noise-excited enve-
lope vocoding resulted in an inability to make use of FO
differences between two simultaneously presented synthetic
vowel stimuli. There are at least two reasons why they did
not observe a benefit of FO difference while we did. First,
modulated-noise stimuli from an envelope vocoder produce
an even poorer pitch percept than unprocessed unresolved
harmonics, meaning that the pitch information in the Qin and
Oxenham (2005) study was more impoverished than that in
the present study. Second, it may be that pitch information is
more beneficial in sequential situations than in simultaneous
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ones. For synchronously gated pairs of vowels, FO informa-
tion from two sources must be extracted simultaneously; for
more natural speech situations, much can be gained from
“glimpsing” in time, as well as frequency, such that pitch
differences across time can be used to form perceptual
streams corresponding to the two sources.

The studies of masking release by Scott e al. (2001) and
Elangovan and Stuart (2005) came to somewhat different
conclusions from the ones reached here. Comparing masking
by a steady noise with masking by a randomly interrupted
noise masker, Scott er al. (2001) found that LP filtering re-
duced masking release, whereas Elangovan and Stuart
(2005) found that HP filtering did not. Their results were
discussed in terms of potentially poorer temporal resolution
at low frequencies. There are several differences between our
study and theirs. First, single-word recognition was tested, as
opposed to sentences in the present study. Second, their noise
was gated on and off abruptly, whereas we used either a
single talker or a noise modulated by the broadband envelope
of a single talker. It may be that the limits of temporal reso-
lution (if any) are more apparent in abruptly gated maskers
because the limits of temporal resolution (as opposed to the
temporal slopes of the stimuli) are more likely to govern
performance for abruptly gated maskers than for maskers
with more shallow envelope slopes. Finally, it appears from
Fig. 2 in Elangovan and Stuart (2005) that the spectra of
their maskers and targets were not as carefully matched as in
the present study, leaving open the possibility that some of
the differential effects of filtering were due to spectrally local
differences in long-term TMR. Thus, although the conclu-
sions differ from ours, their data do not necessarily contra-
dict our findings.

The results of Freyman er al. (2001) are somewhat re-
lated to, and are also generally consistent with, our findings.
They found that the release from masking obtained by intro-
ducing a perceived spatial separation between a two-talker
masker and a target speaker was no greater (in fact, some-
what less) when the stimuli were HP filtered at 1500 Hz than
when they were unfiltered. This suggests that the masker and
target were no more confusable after HP filtering, despite the
reduction in the availability of low-frequency information.
However, the use of female speech (with a higher F0) and
the absence of LP masking noise make it difficult to rule out
the possibility that some low-frequency resolved harmonics
were available in the stimuli of Freyman et al. (2001).

Whatever the reasons underlying the loss of masking
release in the present experiments, it seems clear that simply
bandlimiting the stimuli can be enough to severely reduce
the masking release experienced by normal-hearing subjects.
This implies that the proportion of the speech spectrum that
is audible may itself be a significant predictor of how much
masking release a given hearing-impaired listeners will dem-
onstrate (e.g., Bacon ef al., 1998), as well as the many other
potential factors, such as frequency and temporal resolution,
that have been investigated in the past (e.g., George e al.,
2006, 2007).
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VI. CONCLUSIONS

In unfiltered conditions, substantial release from mask-
ing was found when a steady-noise masker was replaced by a
single-talker interferer or a speech-modulated-noise masker
with the same long-term spectrum. The amount of masking
release was greatly reduced in both LP- and HP-filtered con-
ditions. In contrast to predictions based on the hypothesized
role of pitch and temporal fine structure in masking, masking
release in LP conditions was not significantly greater than in
the HP conditions in any of the experimental conditions. This
suggests that the temporal fine structure of resolved harmon-
ics does not play a crucial or unique role in masking release.
It may instead be that the amount of perceptual redundancy
in the target determines masking release, or that any stimulus
manipulation (or hearing condition) that increases the TMR
necessary for intelligibility in steady noise to levels higher
than 0 dB results in a loss of masking release.
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APPENDIX: FO DIFFERENCE LIMENS AND HARMONIC
RESOLVABILITY WITH SPEECH-SHAPED

HARMONIC TONE COMPLEXES

1. Methods
a. Stimuli

In this experiment 0 DLs were measured for harmonic
tone complexes that were spectrally shaped to match the
long-term power spectrum of the speech materials used in
the main experiments. Equal-amplitude harmonic tone com-
plexes, extending up to 10 kHz, were passed through a filter
to provide them with the same spectral envelope as sentences
from the HINT (Nilsson et al., 1994). Two values of FO were
tested, 110 and 135 Hz, which represent the mean FO and
one standard deviation above the mean FO of the target
speech, respectively. After spectral shaping, the complexes
were either presented without any additional filtering (BB
condition), or were LP or HP filtered, using a fourth-order
Butterworth filter. When used, the LP filter cutoff was
1200 Hz and the HP filter cutoff was 1500 Hz, as in the main
speech experiments. The components of the complex tones
were added either in sine phase or in random phase. In the
case of random phase, the phase of each component was
chosen independently and randomly with uniform distribu-
tion from 0 to 2 for each stimulus presentation.

In the LP and HP conditions, a complementary noise
was added to reduce the possibility of off-frequency listening
and the detection of distortion products. This noise had the
same speech-shaped spectral envelope as the tone complex
but was 12 dB lower than the nominal level of the complex
(before LP or HP filtering). In the LP condition, the noise
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FIG. 5. FO DLs for tone complexes spectrally shaped to
have the same spectral envelope as the target HINT
sentences. Filter conditions include unfiltered (BB), LP
filtered, and HP filtered. Solid bars represent conditions
with components in random starting phase, and open
bars represent conditions in sine starting phase. Error
bars represent one standard error of the mean across
subjects.

vl

was HP filtered at 1200 Hz; in the HP condition, the noise
was LP filtered at 1500 (fourth-order Butterworth filter in all
cases). Thus the long-term spectral characteristics of the
stimuli in this experiment were the same as the target and
complementary noise in the main speech experiments. The
tone complexes were 400 ms in duration, including 50-ms
raised-cosine (Hanning) onset and offset ramps. The comple-
mentary noise was gated synchronously with the HP- or LP-
filtered tone complex.

P

Filter condition

b. Procedure

Thresholds were measured using a two-interval two-
alternative forced-choice procedure. In each trial, listeners
were presented with two presentations of the tone complex,
separated by a silent interval of 300 ms. The baseline FO
(FOp,e) Was roved over two semitones with uniform distri-
bution across each trial (but not across intervals). The FOs in
the two intervals were FOp,.(1+A/100)"? and FOy,.(1
+A/100)7"2, where A is the difference in FO between the
two intervals, in percent. The listeners’ task in each trial was
to select the interval with the higher FO. Thresholds were
estimated using a 3-down 1-up adaptive tracking procedure
that estimates the 79.4% correct point of the psychometric
function (Levitt, 1971). The initial value of A was 15.85%.
This value was decreased after three consecutive correct re-
sponses and increased after each incorrect response. The
transition from decreasing to increasing (or from increasing
to decreasing) values defines a reversal. The initial step size
was an increase or a decrease in A by a factor of 2.51. After
two reversals, the step size decreased to a factor of 1.58, and
after two more reversals, the step size was reduced to its final
value of a factor of 1.26. A run terminated after six reversals
at the final step size, and threshold was defined as the geo-
metric mean value of A at those final six reversals.

The average overall level of the complex tone was set to
75 dB SPL but was roved over a uniform 6 dB range across
intervals and trials. The level and FO roving were introduced
to avoid the possibility that listeners learned to respond cor-
rectly based on cues other than FO (such as a small increase
in loudness as a harmonic moved to the peak of the spectral
envelope) and to simulate some aspects of the dynamic na-
ture of speech, where the mean level may not be wholly
representative. As in the speech experiments, the level of the
complementary background noise was not roved.
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The stimuli were presented diotically to listeners seated
in a double-walled sound-attenuating booth. Stimuli were
generated digitally and converted to voltage using a Lynx-
Studio Lynx22 sound card with 24 bit resolution at a sam-
pling rate of 22.05 kHz. The stimuli were either fed directly
to HD580 headphones (Sennheiser) or were first passed
through a headphone amplifier (TDT HB7). In both cases,
levels were verified using a voltmeter and a sound pressure
level meter coupled to the headphones using an artificial ear
(Briiel and Kjer).

c. Subjects

Four normal-hearing listeners (all female; ages between
20 and 41) participated as subjects in this experiment. One
was the second author; the others were paid for their services
and had also participated in one of the speech experiments.

2. Results

The mean results, geometrically averaged across listen-
ers, are shown in Fig. 5. In line with earlier studies using
equal-amplitude harmonic tone complexes, FO DLs in the
BB condition were all low (~1%) and showed no system-
atic effect of component phase relationship. In the LP condi-
tions, FO DLs were similarly low, and also showed no phase
dependencies. In contrast, FO DLs in the HP conditions were
higher by nearly an order of magnitude, and showed a sys-
tematic phase effect, being higher (worse) in the random-
phase conditions than in the sine-phase conditions. These
results confirm that pitch coding accuracy for harmonic tone
complexes with the same long-term spectral shape as the
speech stimuli used in the main experiments is considerably
worse in the HP-filtered conditions than in the LP-filtered or
BB conditions. This is true for the FO corresponding to the
mean FO of the sentences and for an F0O one standard devia-
tion above the mean. The poor thresholds and phase depen-
dence in the HP-filtered conditions suggest that only unre-
solved harmonics were accessible to the subjects in the main
speech experiments.

'Some studies define the SRT as the TMR at which 50% of whole sen-
tences (as opposed to words) are reported with no errors (e.g., Bacon et
al., 1998; Peters et al., 1998).
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“Results from the ANOVAs are quoted using the Greenhouse—Geisser cor-
rection for sphericity where appropriate (with original degrees of freedom
cited).
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